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Abstract. Extension of the relational database model to represent com-
plex data has been a focus of much research in recent years. Atthe
same time, an alternative extension of the relational datab ase model has
proposed using constraint databases that �nitely describe in�nite rela-
tions. This paper attempts to combine these two divergent ap proaches.
In particular a query language called Datalog with set order constraints,
or Datalog� P ( Z ) , is proposed. This language can express many natural
problems with sets, including reasoning about inheritance hierarchies.
Datalog� P ( Z ) queries over set constraint databases are shown to be evalu-
able bottom-up in closed form and to have DEXPTIME-complete data
complexity.

1 Introduction

Many non-traditional applications, such as computer-aided design and scienti�c
databases, require storing and reasoning with complex-objects. The same appli-
cations also tend to require e�cient constraint-solving over various numerical
domains. There are several new data model and query languageproposals that
address either of the two requirements separately. For example, object-oriented
query languages and extensions of rule-based languages with sets address the for-
mer and constraint logic programming and constraint query languages address
the latter requirement.

The present paper addresses both requirements. It combinesCLPnCQL style
constraint solving with non-�nite, non-atomic data types, namely sets over the
�nite and in�nite subsets of the integers. A di�erent approa ch that goes beyond
the CLPnCQL style and addresses both requirements is considered within the
\constraint objects" model of [28]. Also, [12, 13] survey the use of set constraints
in di�erent aspects of program analysis.

There are several logic programming languages that allow the use of set
type data, for example, LDL [30], CORAL [25], and ELPS [23]. These languages
however do not allow the use of set constraints within the input (or output)
database. The purpose of this paper is to consider the generalization of Datalog
with set order constraints permitted within both the databa se and the program.
The resultant language,Datalog� P ( Z ) , �ts well within both the constraint logic
programming [15] and the constraint query languages [19] frameworks that allow
the use of �nitely representable in�nite relations.

The latter framework advocates set-at-a-time bottom-up evaluation of queries
in closed-form. A closed-form means that all possible tupleanswers to a query



are represented �nitely by an output constraint database that has the same type
of constraints as the input constraint database. The advantage of this is that
set-at-a-time processing is faster, requires less access to secondary storage [20]
and closed-form evaluation allows the addition of aggregate operators as is done
recently in [8]. However, even without the addition of aggregate operators con-
straint query languages can be quite expressive.

Many types of non-ground databases were used before in both constraint
logic programming and constraint query languages in general (e.g. [2, 4, 9, 10,
11, 14, 16, 18, 24, 26, 27, 29, 31]) and with particular view totemporal database
applications (e.g. [3, 6, 7, 17, 21, 22]). However, constraint databases with set
order constraints were not considered before. As the following example shows
many interesting problems can be solved using set order constraints.

Example 1.1 Consider the inheritance hierarchy in Figure 1. This inheritance
hierarchy is more complicated than traditional ones, because it contains inde�-
nite information . Each class in the hierarchy has some lower and upper bounds
on its set of elements. The lower bound tells only which persons are in the class,
while the upper bound tells which persons may be in the class.Any set in be-
tween the two is a possible solution. For example, the given constraint for the
Employee class allows two possible solutions, one isf Al; Bob; Carl g the other is
f Al; Bob; Carl; Dave g. (We use character strings instead of ID numbers to make
the example clearer.)
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Figure 1: The inheritance hierarchy

Suppose we also know thatJoe is not a customer, which is an information
that is not represented in the inheritance hierarchy. Then all the informations
can be represented in a constraint database as shown below.



root(P erson)
subclass(1; P erson; Employee)
subclass(2; P erson; Customer)
subclass(1; Employee; Manager)

no subclasses(P erson;2)
no subclasses(Employee;1)
no subclasses(Manager; 0)
no subclasses(Customer; 0)

inbounds(P erson; p̂)
inbounds(Employee;ê) :| f Al; Bob; Carl g � ê;ê � f Al; Bob; Carl; Dave g
inbounds(Manager; m̂) :| f Al; Bobg � m̂
inbounds(Customer; ĉ) :| f Ed; F red; Gregg � ĉ; ĉ � f Ed; F red; Greg; Li g;

ĉ � f Ed; F red; Greg; Han; Ken g; Joe 62̂c

next(0; 1)
next(1; 2)
A natural question is to �nd the tightest lower and upper boun ds for each

class implied by the entire inheritance hierarchy. This canbe done by:
upper bound(c2; ŝ2) :| subclass(n; c1; c2); upper bound(c1; ŝ1); ŝ2 � ŝ1;

inbounds(c2; ŝ2)
upper bound(c; ŝ) :| root(c); inbounds(c; ŝ)

lower bound(c; ŝ) :| inbounds(c; ŝ)lower bound2(n; c; ŝ); no subclasses(c; n):
lower bound2(n; c; ŝ) :| lower bound2(m; c; ŝ); lower bound(c2; ŝ2); ŝ2 � ŝ

next (m; n); subclass(n; c; c2)
lower bound2(0; c; ŝ)
The intuitive idea is that the upper bound of a superclass is also an upper

bound of its subclasses. Similarly, the lower bound of a subclass is a lower bound
of its superclass. For example, the program will �nd the upper bound for the
class Manager to bem̂ � f Al; Bob; Carl; Dave g, and the lower bound for the
class Person to bef Al; Bob; Carl; Ed; F red; Greg g � p̂. 2

A generally accepted measure of performance of a query evaluation is data
complexity, which was introduced by Chandra and Harel [5], and by Vardi [32].
Data complexity measures the complexity of answering a �xedquery in terms of
the size of the database. The rationale behind data complexity is that the size of
the database dominates the query size by several orders of magnitude for most
applications. For example, the program above can remain �xed and the size of
the inheritance network may still grow to include hundreds of classes.

This paper shows that for Datalog� P ( Z ) queries the least model and the �x-
point semantics coincide (Theorem 4.1). Moreover, a �nite representation of the
�xpoint can be computed bottom-up in closed form in an algebraic manner
(Theorem 4.2).

This paper also shows thatDatalog� P ( Z ) queries have DEXPTIME-complete



data complexity (Theorem 4.5). In addition, the tuple recognition problem for
Datalog� P ( Z ) queries can be done in DEXPTIME in general (Theorem 4.3) and
in linear NSPACE for piecewise linear queries (Theorem 4.4).

Section 2 describes some basic de�nitions. Section 3 describes an algebra for
set order constraint databases. Section 4 presents the closed form query evalua-
tion algorithm, the �xpoint theorem, the tuple and the data c omplexity results.
Section 5 comparesDatalog� P ( Z ) with related languages. Finally Section 6 lists
some open problems.

2 Basic Concepts

Let N denote the set of natural numbers andZ the set of integers. For anyD � Z,
we denote byP(D) the set f B : B � Dg, by P(D) the set f Z nB : B � Dg, and
by P(D)+ the set P(D) [ P(D).

Let v̂; û be set variables. Set variables range over theintensional domain
P(Z). A set-order constraint is of the form û = v̂; û � v̂, ĉ 6� v̂ where ĉ 2 P(Z),
c 2 v̂ or c 62v̂ where c 2 Z. The relations = ; � ; 6� are interpreted as the usual
ordering on sets of integers. We interpretc 2 v̂ as equivalent to f cg � v̂, and
c 62̂v as equivalent to v̂ � f Z n cg.
Our database framework is set up as follows. Let� (x̂1; : : : ; x̂k ) be a conjunction
of set order constraints over distinct variables ^x1; : : : ; x̂k . We call � a constraint
tuple. We call an expression of the formA(x̂1; : : : ; x̂k ) :| � (x̂1; : : : ; x̂k ) a gener-
alized relational tuple, where x̂1; : : : ; x̂k are distinct variables, and A is a relation
symbol with arity k. We consider each generalized relation to be a �nite set of
generalized relational tuples.

We view each generalized relational tupleA(x̂1; : : : ; x̂k ) :| � (x̂1; : : : ; x̂k )
as a �nite decription for a possibly in�nite number of ground relational tuples
A(t1); : : : ; A(tn ), where eacht i 2 P(Z)k and t i satis�es � , i.e. t i j= � in the
standard sense. Therefore, we are dealing with special types of unrestricted (�nite
or in�nite) relational databases with basic data type of sets of integers instead
of integers.

Note 1. As the inheritance hierarchy example shows, we may use both integer
and set of integers data types in a query. This could be easilydone by �xing each
argument of a relation to be either of type Z or of type P(Z). For simplicity in
the rest of this abstract we assume that the data type of each argument in each
relation is P(Z).

The syntax of Datalog� P ( Z ) programs we consider is that of traditional Datalog
where the bodies of the rules can also contain a conjunction of set order con-
straints. More precisely, a Datalog� P ( Z ) program P is a �nite set of rules of the
form:

A0 :| A1; A2; : : : ; A l :
where the expressionA0 (the rule head) must be an atomic formula of the form
R(x̂1; : : : ; x̂n ), and the expressionsA1; : : : ; A l (the rule body) must be atomic
formulas of the form R(x̂1; : : : ; x̂n ) where R is some predicate symbol, or a set
order constraint described above.



2.1 Set-Graphs

For this section let D be any �xed �nite set of integers. We start with the basic
de�nitions of set-ordersand set-graphs.

De�nition 2.1 Let x̂ and ŷ be any two integer set variables. Given some as-
signment to the variables, aset-order constraint x̂ � ŷ holds if and only if x̂ is
contained in ŷ. A set-order constraint x̂ = ŷ holds if and only if x̂ and ŷ are
equal in the given assignment.2

De�nition 2.2 Let x̂1; : : : ; x̂n be a set of integer set variables. Then aset-graph
is any graph that has n vertices labeled ^x1; : : : ; x̂n and at most 2D other vertices
with distinct labels that are elements of P(D)+ and has between any pair of
distinct vertices at most one undirected edge labeled by = orone directed edge
labeled by a set-order� . 2

In the following we will always assume when talking about edges that an edge
labeled by = is undirected and an edge labeled by� is directed. The direction
in the latter case is necessary only to make it clear which vertex is contained in
the other. We will assume that if a directed edge from vertexv̂ to another vertex
û has label � on it, then v̂ � û is the set-order constraint that is represented
within the set-graph. Two examples of set-graphs are shown in Figure 2.

De�nition 2.3 A set-graph G is consistent if and only if there is a sets of
integers assignmentA to the variables in the vertices that satis�es all the set-
order labels on the edges. We denote this asA j= G. 2

Set-Graphs provide an alternative representation of generalized tuples which
are conjunctions of integer set-order constraints. That isspelled out in Lemma 2.1.
which helps to simplify the problem of evaluating Datalog� P ( Z ) queries. We can
assume later that the generalized input database has only set-graphs as gener-
alized tuples.

Lemma 2.1 Let C be any conjunction of set-order constraints over variables
x̂1; : : : ; x̂k , integer set constants and constraints =,� . Let D be the union of all
integer constants in C. Then
(a) C can be represented as a �nite disjunction of set-graphs oververtices labeled
by x̂1; : : : ; x̂k and elements ofP(D)+ . Moreover, any assignmentA satis�es C if
and only if A is a consistent assignment to at least one of the set-graphs in the
representation.
(b) In each set-graph, each variable is equal to exactly one set constant or has at
most one set constant lower bound and at most one set constantupper bound.
2

3 An Algebra for Relations in Set-Graph Form

In this section we describe the three basic operations on set-graphs. These oper-
ations are calledshortcut (De�nition 3.1), merge (De�nition 3.2), and subsume
(De�nition 3.3).



Based on the shortcut and the merge operators, we de�ne laterthe general-
ized project and the generalized natural join operators that work on generalized
relations composed of a �nite number of set-graphs. These replace the corre-
sponding operators of relational algebra, while the subsume operator replaces
duplicate elimination.

De�nition 3.1 Let G be a set-graph with verticesŷ; v̂1; : : : ; v̂n ; L̂ y ; Ûy ; L̂ 1;
Û1; : : : ; L̂ n ; Ûn , where eachL̂ i ; Ûi 2 P(D)+ . Then a shortcut operation over
vertex ŷ transforms G into an output set-graph over vertices v̂1; : : : ; v̂n and
L̂ 0

1; Û0
1; : : : ; L̂ 0

n ; Û0
n as follows.

First, for each 0 < i; j; � n do the following.

If v̂i = ŷ and ŷ = v̂j are edges inG, then add v̂i = v̂j as undirected edge toG.
If v̂i = ŷ and ŷ � v̂j are edges inG, then add v̂i � v̂j as a directed edge toG.
If v̂i � ŷ and ŷ = v̂j are edges inG, then add v̂i � v̂j as a directed edge toG.
If v̂i � ŷ and ŷ � v̂j are edges inG, then add v̂i � v̂j as a directed edge toG.

For each vertex combine all lower bounds into one. Do the samefor the upper
bounds. Check that the constraint betweenL̂ y and Ûy holds. If it does not hold,
then do not return a set-graph. Otherwise deleteL̂ y and Ûy if they become
isolate vertices.

Second, if v̂i � v̂j and v̂j � v̂i , then delete these directed edges and replace
them with v̂j = v̂i . Also delete ŷ and all edges incident on ^y. 2

The intuition behind the shortcut operation is that just era sing ŷ and the
edges incident on ^y is not enough, because they imply set-order constraints about
other vertices and that information would be lost. We need toexplicitly preserve
that information. The �rst part of the operation does exactl y that. It is easy to
see that it tests all possible cases in which two edges incident on ŷ can imply a
new set-order constraint.

The �rst part only adds (undirected or directed) edges to the graph. As
a result of the �rst part, it could happen that the graph will h ave multiple
edges between some pair of vertices ^v and ŵ. The second part cleans up these
multiple edges. It deletes all directed edges from ^v to ŵ except the one with the
largest set-order constraint. By symmetry, it does the samefor all directed edges
from ŵ to v̂. Note that the set-graph returned by the shortcut operation may
be inconsistent by De�nition 2.3. Consistency is not checked by the shortcut
operation.
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Figure 2: Example of a shortcut

An example of the shortcut operation is shown in Figures 2. The input set-
graph is on the left, and the set-graph obtained by shortcutting over vertex ŷ is on
the right. Besides deletingŷ the shortcut creates two new edges fromf 1; 2; 3; 4g
to x̂1 and from f 1; 2; 3; 4g to x̂3. However, the �rst edge will be combined with
the already existing lower bound for x̂1.

De�nition 3.2 Let G1 and G2 be two set-graphs over some (maybe di�erent)
subsets of the variables ^v1; : : : ; v̂n and the set constantsc1; : : : ; c4n , where each
ci 2 P(D)+ . Then a mergeoperation on G1 and G2 creates a set-graphG with
vertices v̂1; : : : ; v̂n ; L̂ 1; Û1; : : : ; L̂ n ; Ûn as follows. First, for each vertex v̂i that
occurs in both G1 and G2 combine the lower bounds. Do the same for the upper
bounds. Second, for each 0< i; j � n do the following.

If there is no edge between ^vi and v̂j in G1 and G2, then do nothing.
If there is an edge between ^vi and v̂j in only one of G1 or G2, then add that
edge toG.
If v̂i = v̂j is an edge in bothG1 and G2, then add v̂i = v̂j as an edge toG.
If v̂i � v̂j in G1 and v̂i = v̂j in G2 are edges, then add ^vi = v̂j as an edge toG.
If v̂i � v̂j in G1 and v̂i � v̂j in G2 are edges, then add ^vi � v̂j as an edge toG.
If v̂i � v̂j in G1 and v̂j � v̂i in G2 are edges, then add ^vi = v̂j as an edge toG.
2

For the merge operation any assignment that satis�es the output set-graph
should satisfy both of the input set-graphs. This is ensuredby checking that the
corresponding edges in the two input set-graphs are compatible and by adding
always the edge which has the stricter set-order constraintto the output.
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Figure 3: Example of a merge

An example of the merge operation is shown in Figure 3. The input set-
graphs are the one on the right of Figure 2 and the one on the left of Figure 3.
The result of the merge is shown on the right of Figure 3.

De�nition 3.3 Let G1 and G2 be two set-graphs over the same set of variables
v̂1; : : : ; v̂n and set constantsL̂ 1; Û1; : : : ; L̂ n ; Ûn , where eachL̂ i ; Ûi 2 P(D)+ .

We say that G1 subsumesG2 when either (1) v̂i � v̂j or v̂i = v̂j is an edge in
G2 exactly when v̂i � v̂j is an edge inG1 or (2) v̂i � v̂j is an edge in bothG1

and G2. 2
For set-graph A to subsume another set-graphB , for each corresponding

directed edgeA must have a larger set-order constraint thanB has. We now
show the semantic correctness of the operations de�ned, that is, we show that
the operations are consistency preserving.

Lemma 3.1 Let G be a set-graph over variables ^y; v̂1; : : : ; v̂n and constants
L̂ y ; Ûy ; L̂ 1; Û1; : : : ; L̂ n ; Ûn , where eachL̂ i ; Ûi 2 P(D)+ . Let G0 be the set-graph
obtained by shortcutting over ŷ in G (if exists). Let â0; â1; : : : ; ân be any sequence
of integer sets. Thenâ0; â1; : : : ; ân j= G if and only if G0 exists andâ1; : : : ; ân j=
G0. 2

For the merge operation we want to show that theand of the input set-graphs
is consistent if and only if the output set-graph is consistent.

Lemma 3.2 Let G1 and G2 be two set-graphs over some (maybe di�erent)
subsets of the variables ^v1; : : : ; v̂n and over constantsL̂ 1; Û1; : : : ; ^L 2n ; Û2n , where
each L̂ i ; Ûi 2 P(D)+ . Let G be the set-graph obtained by mergingG1 and G2

(if exists). Then for any assignment A = f â1; : : : ; ân g, A j= G1 and A j= G2 if
and only if G exists andA j= G. 2

For the subsume operation we want to show that ifA is a consistent assign-
ment to a set-graph G, then A is also a consistent assignment to any set-graph
that G subsumes. Note that the reverse may not be true. Our evaluation method
uses only the �rst direction.



Lemma 3.3 Let G1 and G2 be two set-graphs over variables ^v1; : : : ; v̂n and set
constants L̂ 1; Û1; : : : ; L̂ n ; Ûn , where eachL̂ i ; Ûi 2 P(D)+ . If G1 subsumesG2,
then for any assignmentA = f â1; : : : ; ân g if A j= G1, then A j= G2. 2

We say that a relation is in set-graph form if it consists of a set of set-graphs.
We also say that a program is in set-graph form if the conjunction of set order
constraints in each rule forms a set-graph. Similarly to Lemma 2.1, it is possible
to transform each program to set-graph form. Let R be a relation in set-graph
form with arity k. Then we de�ne the generalized project operation ^� x̂ i R as
returning the set of consistent set-graphs inR with all but the i th variable
shortcut over. This then can be generalized to projecting out several variables
at a time.

Similarly, let R1 and R2 be two relations in set-graph form. Then we de�ne
the generalized join operation on the two relations, denoted R11̂ R2, as the set of
consistent set-graphs that results from pairwise merging set-graphs in R1 with
set-graphs inR2.

4 A Query Evaluation Algorithm for Datalog� P(Z)

Next we describe the query evaluation algorithm. The input of the query eval-
uation algorithm is a Datalog� P ( Z ) program over a generalized database in set-
graph form. The output of the query evaluation algorithm is another generalized
database in set-graph form.

Each set-graph with k variables is a �nite representation of a possibly in�-
nite set of set constant tuples, i.e.,G representsf (ĉ1; : : : ; ĉk ) : ( ĉ1; : : : ; ĉk ) j= Gg.
Clearly, a set of set constant tuples can be represented by many di�erent dis-
junctions of set-graphs. However, we de�ne the model of programs independent
of any particular representation.

De�nition 4.1 Let M be the set of all possible set constant tuples over the
integers. Let P be a Datalog� P ( Z ) program and d be a database in set-graph
form. Let D be the set of set constant tuples implied byd. The function TP from
and into M is de�ned as follows.
TP (D) = f t 2 M : there is a ruleR0 :| R1; : : : ; Rk ; C in P and an instantiation
�
such that R0� = t, Ri � 2 D for each 1� i � k, and C� holds.g
Now we prove that for Datalog� P ( Z ) programs the least model and the least
�xpoint coincide.

Theorem 4.1 For any Datalog� P ( Z ) program P, Least Model ofP = Least Fix-
point of TP . 2
Next we show that the least �xpoint can be computed in �nite ti me, in an
algebraic manner by the following algorithm.

Query Evaluation Algorithm
INPUT: Datalog� P ( Z ) program P and a set of set-graphsGi for each database
relation Ri . For the de�ned relations Gi = ; .



OUTPUT: The least �xpoint model of P in set-graph form.
REPEAT

For each i let H i = Gi .
For each rule r j of the form R0(x̂1; : : : ; x̂m ) :| R1(: : :); : : : ; Rk (: : :); C
in P, where R0; R1; : : : ; Rk are relation symbols,C is a set-graph, and
the set of variables in the rule is S = f x̂1; : : : ; x̂m ; ŷ1; : : : ; ŷn g do the
following:
(1) Fj = � j; 1(G1)1̂ : : : 1̂ � j;k (Gk )1̂ C.
(2) F 0

j = �̂ x̂ 1 ;:::; x̂ m Fj .
(3) Delete all inconsistent set-graphs fromF 0

j
(4) Add to G0 each set-graph inF 0

j that does not subsume another in
G0.

UNTIL H i = Gi for each i
In the algorithm each � is a renaming operator �tting to a �xed subgoal of a

rule.

Theorem 4.2 Let Q be any Datalog� P ( Z ) program and let d be any database
in set-graph form. Let D be the set of set constant tuples implied byd. The
query evaluation algorithm will �nd a closed form for Q(d) which is a �nite
representation of the �xpoint of TP on D. 2
Next we consider the upper bound of the problem of tuple recognition.

Theorem 4.3 For any �xed Datalog� P ( Z ) program Q with output relation A,
variable database d, and set constant tuple (ĉ1; : : : ; ĉk ), we can test whether
A(ĉ1; : : : ; ĉk ) 2 M Q in DEXPTIME in the size of d. 2
A tighter bound can be shown for piecewise linearprograms.

Theorem 4.4 For any �xed piecewise linear Datalog� P ( Z ) program Q with out-
put relation A and variable databased, we can test whetherA(ĉ1; : : : ; ĉk ) 2 M Q

in NSPACE(n) where n is the size ofd. 2
Let's consider now the data complexity of query evaluation.

Theorem 4.5 There is a �xed yes/no program Q in Datalog� P ( Z ) such that
deciding whether Q(d) is yes for variable databased is DEXPTIME-complete.

Proof. The upper bound follows by Theorem 4.3. The lower bound is by simu-
lation of deterministic exponential time bounded Turing machines. At �rst we
show that we can express the successor function for values between 1 and 2s

using only O(s) space. The idea is to encode the binary notation of each num-
ber as some subset off s1; s0; : : : ; 21; 20; 11; 10g, where i1 or i0 will be present
according to whether in the binary encoding thei th digit from the right is 1 or
0, respectively. For example, lets = 4. Then the number 9 can be represented
as f 41; 30; 20; 11g.

We �rst create a relation digit (n̂; î; x̂) which is true if and only if in the binary
notation of n the i th digit from the right is x.



digit (n̂; f 1g; f 0g) :| 10 2 n̂; 11 62̂n:
digit (n̂; f 1g; f 1g) :| 11 2 n̂; 10 62̂n:
: : :
digit (n̂; f sg; f 0g) :| s0 2 n̂; s1 62̂n:
digit (n̂; f sg; f 1g) :| s1 2 n̂; s0 62̂n:
We also add to the input database the factsnext(f 0g; f 1g); : : : ; next(f s �

1g; ŝ) and the fact no digits (f sg) and time bound(f s1; : : : ; 11g) that describe
that we have s binary digits in each number and the largest number is 2s. Note
that the size of the database isO(s). Now we express the successor relation
succ(n̂; m̂) which is true if and only if m = n + 1 for any n; m � 2s.

succ(n̂; m̂) :| succ2(n̂; m̂; ŝ); no digits (ŝ):

succ2(n̂; m̂; î ) :| succ2(n̂; m̂; ĵ ); next (ĵ; î ); digit (n̂; î; x̂); digit (m̂; î; x̂):
succ2(n̂; m̂; f 1g) :| digit (n̂; f 1g; f 0g); digit (m̂; f 1g; f 1g):
succ2(n̂; m̂; î ) :| succ3(n̂; m̂; ĵ ); next (ĵ; î ); digit (n̂; î; f 0g); digit (m̂; î; f 1g):

succ3(n̂; m̂; î ) :| succ3(n̂; m̂; ĵ ); next (ĵ; î ); digit (n̂; î; f 1g); digit (m̂; î; f 0g):
succ3(n̂; m̂; f 1g) :| digit (n̂; f 1g; f 1g); digit (m̂; f 1g; f 0g):
During the simulation the successor relation will be used for counting the

current position on the tape and the running time. ut

5 Comparison with Other Languages

It is worthwhile to compare Datalog� P ( Z ) with the Datalog with integer order
query languageDatalog< Z . In [26] the data complexity of Datalog< Z queries is
shown to be in PTIME if the size of each constant in the database is logarithmic
in the size of the entire database and to be in DEXPTIME in general. In [10]
the expression complexity in general is shown to be DEXPTIME-complete. We
show that the data complexity in general is also DEXPTIME-complete.

Theorem 5.1 There is a �xed yes/no program Q in Datalog< Z such that decid-
ing whether Q(d) is yes for variable databased is DEXPTIME-complete.

Proof. The upper bound is from [26]. The proof of the lower bound is similar
to Theorem 4.5. Hence we only show that the digit relation canbe expressed.
The idea is to represent each numberi by a pair of constraints: � 1 < i x and
x < 2s � ( i +1) 2s.

We start by representing the value of each digit using a constraint interval,
where the gap-value is one less than the actual value. For example, the value of
the �fth digit from the right we represent as: weight(5; s1; s2) :| s1 < 15 s2

We also add to the input database the factsnext(0; 1); : : : ; next(n � 1; n) and
no digits (s). Note that each number can be expressed as the sum of a subsetof
the values of then digits. Hence the digit relation can be expressed as follows.



single integer (n) :| no digits (s); digit (n; n; s; d)
digit (x3; x2; j; 1) :| next (i; j ); digit (x1; x2; j; d ); weight(j; x 1; x3)
digit (x1; x3; j; 0) :| next (i; j ); digit (x1; x2; j; d ); weight(j; x 3; x2)
digit (x1; x2; 0; 0) :| � 1 < x 1; x2 < 2s

ut

An interesting di�erence between Datalog� P ( Z ) and Datalog< Z is that the for-
mer is DEXPTIME-hard even if the size of each constant in the database is
logarithmic in the size of the entire database.

It is also interesting to see what happens when we retrictDatalog� P ( Z ) programs
to be safeand apply them only to ground non-�rst-normal form databases. Here
safety means the restriction that in each rule each argumentvariable in the head
relation must occur as an argument variable of one of the relations in the rule
body. This restriction prevents creation of new sets not in the input database.
Hence, for any �xed query, the number of tuples we can have in the output
relation is only a polynomial in the size of the input database. Therefore:

Theorem 5.2 SafeDatalog� P ( Z ) programs over databases in which each relation
is a set of set constant tuples have PTIME data complexity.2

6 Open Problems

We presentedDatalog� P ( Z ) queries as a �rst step towards incorporating complex
objects into constraint logic programming. There are many open questions re-
garding nesting within sets. How could that be incorporated? Also, it is possible
to have set operators likeunion allowed in the queries if they are restricted to
certain binding patterns or \adorments". Can suitable \cap ture rules" be devel-
opped for such programs? Toman et al. [29] combine periodicity constraints with
integer gap-order constraints. Is it possible to have the three types of constraints
in the same language? What would be the data complexity of theresulting lan-
guage?
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