
Chapter  1

Introduction

As more digitized images are collected, the number of multimedia computers increases,

and networks became more predominant, large on-line databases (collections) of images

and video become more popular. Those available resources have created a need for

retrieving specific images from the image databases. Existing technologies are still

primitive. So developing a user-friendly image retrieval system is more important than

ever. Querying by image content is a way to retrieve images based on their content. This

method is called QBIC, and a system using QBIC is called a content-based image

retrieval system.

1.1 Introduction to Content-Based Image
Retr ieval

A content-based image retrieval system is a digital image processing system that can

retrieve images from large and varied image databases using image content as a key.

Currently, there are several content-based image retrieval systems, such as the QBIC

system [10], Heterogeneous Multimedia Reasoning [4], and Retrieval from a Relational

Database of Images [5].



2

1.2 Introduction to Multiple-instance Learning

Multiple-instance learning is a way of modeling ambiguity in supervised learning, in

which the algorithm tries to learn a target concept from a set of correctly labeled

examples and generalizes the concept to produce the correct labels on examples that need

to be learned. In this model, examples are bags (sets) of instances. The target concept is a

function of a set of features the user is looking for. A feature is descriptor of an image.

For our problem, each instance is a set of real-valued features of a segmented region of

the image, and a bag is a set of all instances of an image. Only the bag has a label. A bag

is labeled positive if at least one instance is positive (we do not know which instance in

the bag is positive). A bag is labeled negative if all instances in the bag are negative. The

purpose of the multiple-instance learning is to learn a hypothesis (an approximation to the

target concept) that is consistent with at least one instance from all positive bags, and not

consistent with any instance from any negative bags. Then we can use this learned

concept to classify new, unlabeled data.

1.3 Combining Multiple-Instance Learning with
Content-Based Image Retr ieval

As mentioned above, several content-based image retrieval systems work in the following

way: given a set of features for the target images, let the database system compare them

with those of available images, then return the results. It is obvious that the above
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systems may work for a very experienced user, but not an inexperienced user, since

different users will give different sets of features for the same image. In light of this, we

can consider a content-based image retrieval system with learning ability. Instead of

asking the users to give a set of features of the desired image, we allow users to label

some example images and let the computer learn the feature values of the desired images.

This means the users have higher probability to get the images they want by using a

learning algorithm. However, not every feature in every example image is what the user

is looking for. Thus the learning algorithm must handle ambiguity in the data. The

multiple-instance learning model is designed just for this purpose.

1.4 Outline

The reminder of this report is organized as follows. In chapter 2, previous and related

work is presented including content-based image retrieval and multiple-instance learning.

Chapter 3 describes the combination of content-based image retrieval with multiple-

instance learning and our experimental results. Chapter 4 presents conclusions and

possible research for future work.
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Chapter  2

Background and Related Work

This chapter begins with a more detailed description of the background on content-based

image retrieval and multiple-instance learning. Then previous work in both areas is

presented.

2.1 Background on Content-Based Image Retr ieval

Content-based image retrieval systems are digital image retrieval systems that can

retrieve images from large and varied image databases by using the image content. The

image content can be represented by text, color, objects in the image, or contour of the

image. Such a system can be used in numerous application areas: natural scene

classification, scientific image database management, computer aided medical diagnosis

systems, geographic information systems, and so on.

A common approach to represent the contents of an image in an image database is

called the entity-relationship (E-R) model [15]. The E-R data model consists of a set of

basic objects (or entities), and of relationships among those entities. The entity-

relationship data model is a semantic data model that attempts to represent the meaning

of the data. The entities in an image are the objects. For example, if a waterfall, a river,

and a tree are in an image, then the entities of this image are waterfall, river, and a tree.

Each entity in the image has its own properties. The property of an entity is the
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characteristic of that object. The properties of a tree can be small, green, and with red

flowers. The relationship between entities can be represented by spatial relationships that

indicate the relative locations of the two objects. Distance and position between the two

objects can measure the spatial relationship [15].

The technique of using textual annotation provides another method for image and

video search and retrieval, and right now, it is the most direct method for retrieving

images. But usually it is not an accurate and efficient method since textual information

does not contain sufficient information of an image. Also, a human must annotate the

images, which is impractical for large, rapidly growing databases.

Revesz [20] developed a GIS image database system in which images are indexed

by linear constraints.  This system fits the United States geographic information systems

very well because the edges between states can exactly be represented by a set of linear

functions.

The most widely applied method is feature-based representation [15] in which the

image contents are represented by a set of features that will be used in queries to retrieve

images. Feature selection can be based on colors, textures, and shapes. Much successful

research has been done in content-based image retrieval by using some relatively simple

features generated from combining color and spatial information, such as color histogram

refinements and color coherent vectors [18], color correlograms [17], color-set

projections [19], and “blobworld”  representations [12]. Recently, work by Lipson

illustrated that simple, handcrafted templates that describe the relative color and spatial

properties in an image can be used successfully to classify natural scenes like fields,

snowy mountains and waterfalls. It is unlikely that any one of those techniques can do
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perfect and domain-independent content-based retrieval [11]. However, their success in

certain circumstances does imply that there are close relationships between the content of

images and their features.

2.2 Related Work on Content-Based Image Retr ieval

Many content-based image retrieval systems have been developed for various

applications. Retrieving images from different structured image databases often requires

different approaches. There are several techniques used in image indexing. Image

indexing is a general notion of transforming the image intensities in some way to enhance

or deemphasize certain features.

Color histogramming is a technique that calculates the total number of pixels of a

single color over the entire image. Since each color is a combination of red, green, and

blue (RGB), we can use RGB to realize color histogramming. Color histogramming is not

very sensitive to changes of position and orientation. The disadvantage of this method is

that it does not contain spatial information of color regions [11]. When we only use

textual queries, the power to differentiate among images is limited. Suppose a user enters

a textual description query of the desired image like “a picture with 20% white, 20% red,

30% green, and 30% yellow”. Such a query is very vague; maybe it describes a natural

scene, a building, or a map. So it is better to combine color histogramming with spatial

information, or use color histogramming on an image database system that is dedicated

for an individual application.

Image textual annotation is very important for several reasons. First, it increases

the richness of the information contained in the image. Second, it can enhance the power
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of image visual content. Unfortunately, image annotation is still a manual process that is

usually done by an experienced user (librarian or image producer). Very often, annotation

of an image is represented by a set of keywords that are objects in an image. This

approach has several drawbacks: Some image features may not be included in the

keywords, some features may be very hard to describe by keyword because keywords are

some text, and finally, some features may described in various ways by different users.

Also, keywords have a limited capacity to describe spatial, similarity, and inference

information in the image. A keyword search using tree and river may retrieve a tree in a

river, or a tree on the bank of the river. Manual annotation just works for small quantities

of images since it is too time consuming. Finally, annotation is domain dependent

because the person who does the job may have limited knowledge about other domains

[13].

Recent research on Perceptual Experiment on Similarity Queries [21] tried to

discover a similarity measure that is strongly related to human-perceived similarity. This

similarity measure will be applied in an MLPQ (management of linear programming

queries) system that is a geographic information system (GIS) developed by Revesz and

Deng [9]. In the MLPQ system, there is an image database in which the image is stored in

linear constraint form. A linear constraint is of the form

bxcxcxc nn ³+++ L2211 ,

where each ic and b is a constant and each ix  is a variable over some domain. We call b

the bound of the linear constraint. To retrieve a map image, we submit a query that

consists of a set of linear constraints.
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Chang and his colleagues employed some new ideas that they call a content-based

visual query system (CBVQ) for a content-based image retrieval system [22]. Figure 2-1

shows a general CBVQ system architecture.

Figure 2-1: A general CBVQ system Architecture [22].

Based on this architecture, they developed two query prototypes WebSEEK and

VisualSEEK to explore the efficiency of searching large image database. In WebSEEK,

they combined visual features with text and tried to find the synergy (a combined action,

greater in total effect than the sum of their effects) between them. Their test result shows

that it is feasible to search for images in a large-scale testbed such as the World Wide

Web. In the VisualSEEK system, they are attempting a more sophisticated technique.

VisualSEEK integrates visual features and spatial information of the image to enhance

the retrieval capability. They are planning to integrate their system with Columbia Digital

News Systems in the near future [22].

 

CBVQ Interface 

Visual Feature 
Spec GUI 

Search by 
Examples 

Feature 
Extraction 

Query 
Server 

Viewer 
Image 
Server 

Image 
Archive 



9

Figure 2-2: Architecture of a typical content-based image retrieval system.

The above content-based image retrieval systems share the architecture in figure 2-2,

and may not work very well because of the following reasons:

1. Given features, it is generally hard to find their corresponding content.

Features are physical characteristics of images. They belong to the physical field.

Content is defined by humans’  mental perception of images. They belong to the

mental field. The relationship between feature and content is not well defined. First,

images with different features can have very similar (or identical) content. Images can

be in different colors, photographed/constructed from different viewpoints, with

different objects overlapping each other, and still have the same content. Second,

images with very similar features can have different content. Color histograms have

been extensively used to query images in image systems. Yet, they only convey a
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very coarse characterization of an image; images with similar histograms can have

dramatically different content [18].

2. Given content, it is hard to translate it into features.

For a simple query, such as “ find a picture with about 80% red and 20% blue” , the

translation is an easy task. However, in the case of typical content-based queries, such

as “show me a scene of a romantic forest” , “show me pictures with snow-capped

mountains” , or “show me some pictures children will like” , finding the relevant

features to represent the content is much more difficult. An example is the image in

figure 2-3. Suppose the user tries to find an image similar to figure 2-3. He may use

one of the following queries: “a lake” , “a beautiful sky” , or “a rock formation” . It is

easy to understand that each query will retrieve different images.

Figure 2-3: An example image.
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3. Not all database users are experienced users.

Even given a very powerful image database system and a set of well-defined good

features for most of the typical content of images, it may still be a tough task for a

casual user to translate the content of his expected image into a set of proper features.

In summary, the relationship between queries and the features can be very ambiguous

in content-based image retrieval. If we assume there is a function between the content of

the image and its characteristic features, this function will be very much domain

dependent. At least, this kind of function is not understood well enough now. “Query by

example”  or “query by browsing”  may be used to overcome the above difficulties. It

handles the ambiguities between the content of images and their potential characteristic

features by using a group of example images to describe the target concept. They do not

try to define some static complex features for such kind of content. Instead they use a set

of very simple features to dynamically represent the content of the images by learning. It

lets a casual user designate his queries by showing some positive and negative sample

images that he knows well, and the system will learn the target concept automatically.

2.3 Background on Multiple-Instance Learning

There are two frameworks in machine learning: supervised and unsupervised. In

supervised learning, the algorithm tries to learn a concept from a set of correctly labeled

examples and generalizes the concept to produce the correct labels on examples that need

to be learned. In unsupervised learning, the examples are not labeled. The algorithm tries

to discover the underlying similarities and group similar examples together. Usually, a
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supervised learning algorithm is used for data classification and an unsupervised learning

algorithm is used for data clustering.

Multiple-instance learning is a way of modeling ambiguity in supervised learning.

In this model, the learner only receives labeled collections. Examples are bags of

instances. For our problem, each instance is a set of real-valued features of a segmented

region of the image, and a bag is a set of all instances of an image. Only the bag has a

label. A bag is labeled positive if at least one instance is positive (we do not know which

instance in the bag is positive). A bag is labeled negative if all instances in the bag are

negative. The purpose of the multiple-instance learning is to learn a hypothesis (an

approximation to the target concept) that is similar enough with at least one instance from

all positive bags, and not consistent with any instance from any negative bags. Then we

can use this learned concept to classify unlabeled new data. For example, let us assume

the instances are real numbers and the target concept is the interval [5,10]. Then a bag in

this situation will be a set of n real numbers (suppose n=3 here). So { 1,3,4}  is a negative

bag because no instance is contained in the target concept, and { 5,7,20}  is a positive bag

because there are instances is contained in the target concept. The goal of the learner is to

find an interval [a,b] such that it correctly classifies all positive and negative bags. This

model, introduced by Dietterich [7], was primarily motivated by the problem of

predicting whether a molecule would bind at a particular site of another molecule.

Goldman, Kwek, and Scott [1] later developed a new multiple-instance learning

algorithm. Their algorithm for learning geometric patterns can be viewed as learning a

union of axis-parallel boxes from a constant-dimensional discretized and finite space

where a complex rule is used for specifying when a bag is classified as positive. Namely,
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a bag is positive iff (1) each point in the bag is classified as positive by some box and (2)

every box contains at least one point from the bag [1]. Auer et al. gave another multiple-

instance learning model called MULTINST. This algorithm learned a single axis-parallel

box instead of a union of boxes [3].  Maron’s algorithm uses a notion of diverse density,

which is a measure of the density of positive instances and paucity of negative instances

in a given region [2].

2.4 Related Work on Applications of Multiple-Instance

Learning

The original motivation of applying multiple-instance learning is the drug discovery

problem. In this application, the multiple-instance learning is used to predict whether a

drug molecule will bind to a protein that is involved in some diseases.

Maron [2] treats the image database retrieval task as a multiple-instance learning

problem. The user has some concept in mind, and supplies positive and negative

examples of images that fit or do not fit that concept. After the system learns an

approximation of the user’s intended concept, it tests its approximation’s accuracy by

retrieving images from the database that are similar to the concept. If the user is not

satisfied with the retrieved images, the user labels the retrieved images, which are

mapped to positive and negative bags, and then learning is repeated using this new data.

The learning problem is best treated as a multiple-instance learning problem

instead of as a normal supervised learning problem. Each example image given by the

user is actually an ambiguous example. We do not know what it is about the image that

makes the user to label it as positive or negative. They transform each image into a bag of
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instances, where each instance represents several subregions of the image. Subregions are

only one way to describe what the image could be about. Then the system finds the

subregions in common between positively labeled images that do not occur in negatively

labeled images. Once the concept is learned, images from the database can be classified

by whether they contain a subregion that is similar to the concept [2].

Maron describes various ways to generate subregions from an image and a variety

of experiments that use different bag generators, different training schemes, and various

concept classes. The five different bag generators that are used by Maron are shown and

explained in figure 2-5. They found that the hypothesis that is introduced by single blob

with neighbors has good precision and the more complicated hypothesis classes (the

disjunctive concepts and the two blob concepts) tend to have better recall curves. In their

multiple-instance learning algorithm, Diverse Density is used to do the prediction. The

diverse density of a point is a measure of how many different positive bags have

instances near that point and how far the negative instances are from that point. The

following is an example for better understanding the application of multiple-instance

learning in content-based image retrieval.

Figure 2-4: Four example images [6].
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Figure 2-4: Types of instances produced by various bag generators [2].



16

In figure 2-4, we have four images. We human beings can tell the content of them

by just a glance: the first two are about waterfalls and the last two are not.  However to

ask the computer to recognize the content of those images is not an easy job. A multiple-

instance learning algorithm can try to solve the problem in the following way:

1. Use sampling techniques to obtain N sets of pixels from each image. Each set

of pixels is an instance.

2. Group all N samples from the same image to form a bag. In our example, we

have 4 bags that can be represented by iB , i = 1,2,3,4.

3. We will label the first two bags B1 and B2 to be positive, meaning that they

are images about waterfalls. We label the last two bags B3 and B4 as negative,

meaning that they are not waterfalls.

 4.  Run a multiple-instance learning algorithm with those 4 bags. The algorithm        

     will learn the concept and recognize that images like the first two are about

     waterfalls and images like the last two are not waterfalls.

5. Use the learned hypothesis to classify unlabeled data (or retrieve images that

     the user desired).

If the images used in the above example are in a two dimensional domain, figure

2-6 gives a visual representation of the relationship among the instances, bags and

expected concepts. According to the multiple-instance learning algorithm, the waterfall

concept in figure 3 should be some point around point A or C, but not B because both

negative bags B3 and B4 have instances passing through it.

Maron examined several ways of using diverse density to generate a target

concept from multiple-instance examples. One is to predict the target concept by finding
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the locations in the concepts that have high diverse density. Another approach is to find

which instances in a positive bag are the true positive instances. The true positive

instances are those instances that have the highest diverse density. Once the target

concept is determined, the problem becomes a simple supervised learning problem. Their

results show that multiple-instance learning is successful in content-based image

retrieval. They concluded that the performance of a classifier with multiple-instance

learning is competitive with handcrafted models, and much better than a global histogram

approach [2].

Figure 2-6: Sampling images to form bags for multiple-instance learning [7].
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Chapter  3

The Application of Multiple-Instance Learning to
Content-Based Image Retr ieval

This chapter begins with a description of a multiple-instance learning algorithm and is

followed by a description of our image preprocessing steps, and a summary of our

experimental procedures and our results.

3.1 Auer ’s Multiple-Instance Learning Algor ithm

In Auer’s multiple-instance learning algorithm [8], the learner receives labeled bags
(example images given by the user), and each instance is represented as a point.  Auer’s
algorithm only tested on drug discovery. Here, for the first time, we will use his
algorithm and do experiment on CBIR. Auer’s algorithm generates an axis-parallel box.
A bag is positive iff some point (instance) lies in the axis-parallel box of the target

concept. The target axis-parallel box is denoted BOX= ],[
1

k
dk

k baÕ
££

, where ka is the

bottom left corner and kb is the top-right corner of the box in dimension k. For any set of
examples, the error rate and the time complexity of the algorithm are bounded: error of

e£  with probability ³  1-d  if )( 2
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e
o rdm=  training examples are used, the time

complexity is O(dm log m), where m is the number of examples, d is the number of
dimensions, and r is the number of instances of the example [3].

3.1.1 Summary of Auer ’s Algor ithm
1. Assume that each point (instance) of each example is drawn i.i.d. according to

D, which is a distribution over d-dimensional real vectors. Also assume that
each example can have a different number of points (instances), and the
number of points of each example is governed by an arbitrary distribution Q
over positive integers.

2. Let )(tNi  be the number of instances x observed in a sequence of examples

with ix > t, and let )(0 tNi  be the number of instances with ix > t and label 0.
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Furthermore we assume that with probability +p  a positive example is

affected by noise and with probability -p  a negative example is affected by
noise.  Then by Auer’s algorithm, the bounds of the target box can be
estimated by searching for values t with )(0 tNi  / )(tNi  RECp Q/+» +  = V,

where )()1(
1

1 rQrqppC
r

rå ³

--+ --= , REQ  denotes the expected number of

instances per example, 1-rq  is the probability that r-1 instances are drawn
from D such that none of them is in the target box.

3. For varying V, the algorithm calculates different boxes since it obtains
different values for t. The algorithm then chooses the V that minimizes the
classification error on the training examples.

4. After training, we get a target box with low error on training set.
5. Use the target box to retrieve user-desired images.

3.2 Image Preprocessing
We preprocessed all images with KBVision [16]. The KBVision system is a toolset that
can be used to solve image processing and image understanding problems. The basic
processing module of the toolset is known as a task, which is typically the
implementation of an image processing algorithm. For example, the task RegLabIm
assigns a unique integer label to each contiguous group of identical pixels (eight adjacent
neighbors in our experiment). A token in KBVision is an event in an image, such as a line
or region that is extracted from an image. A tokenset is a file that contains all of the
tokens that are extracted from the same image representation by a task. The following
tasks are used for our experiment:

·  AsciiToIm: read in an image from an ASCII file and write it into the KBV-
format.

·  ThreshIm: the input image is thresholded by a given thrshold (threshold=155 for
our experiment).

·  RegLabIm: assign a unique integer label to each contiguous group of identical
pixels (eight adjacent neighbors in our experiment).

·  RlabToTks: the input is the output of RegLabIm. The output will be a tokenset
file that can be used by TksShape.

·  TksShape: this task computes some standard shape features on a selected
constellation feature of a tokenset. A constellation is a data structure representing
an arbitrary set of pixel locations. Pixels will be refered to as “on”  if they are
members of the set, and “off”  otherwise. The features that are extracted include:
(1) Log-of-h-to-w, which is width

Height
10log . Height is the difference between the

largest y coordinate in the constellation and the smallest, plus 1. So, a single pixel
has height one. Width is the difference between the largest x coordinate in the
constellation  and the smallest, plus 1. Therefore, a single pixel has width 1. (2)
Compactness is 16*(pixel-count)/perimeter, where pixel-count is the number of
“on”  pixels in the constellation. A pixel is refered to “on”  if it is in the
constellation, and perimeter is a count of the number of occurrences of a pixel in
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the constellation that are four-way adjacent to a pixel not in the constellation. (3)
Br-to-perimeter is perimeter/(2*height+2*width). This measure is 1 for a convex
region. (4) Number-of-blobs is the number of four-way connected groups of
pixels in the constellation. (5) Elongation is the difference between the lengths of
the major and minor axes of the best ellipse, divided by the sum of the length.
This measure is zero for a circle and approaches one for an ellipse that is long and
narrow. Figure 3.1 illustrates the above features. The height and width of the
constellation are bd YY -  and ac XX -  respectively, where bdac YYXX ,,,  are the X
and Y coordinates of points a, b, c, and d. The perimeter for the “ red”  pixel is 2.
Elongation is ))()/(())()(( ) fhegfheg YYXXYYXX -+---- , so for a circle, the

elongation is 0.
After the features were extracted by KBVision, the values were saved in an ASCII

file. We then used a filter to reduce noise. This filter is a C++ program that eliminates the
instances whose bounding boxes have area less than 3x3. We got 226  instances (regions)
for 63 examples (images). Without the filter, the number of instances is 976.

Figure 3-1: Examples of KBVision features used.

The images that we used for our experiment are tools such as crescent wrenches,
hammers, and double-ended wrenches. Example images are shown in figure 3-2. From
this figure, we can see that many of them are deformed (either twisted or bended),
distorted, rotated, and scaled. The images are 128x120 pixels. We then created the bags,
one point (instance) per region, five dimensions (five features) per instance.

3.3 Our  Exper iment
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We tested the system with a fixed test set and varying the number of examples in the
training set.

   Figure 3-2: Tool image examples.
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3.3.1 Setup of the Exper iments
For training and testing, we have total of 63 tool images from Dr. Stan Sclaroff (Boston
University, http://www.cs.bu.edu/groups/ivc/data.html).  Several example images are
shown in figure 3-2. As stated in section 3.2, we created a bag for each image by using
KBVision and the filter (we only keep the instances whose bounding boxes have area
larger than 3x3). We then labeled the images ourselves. First, crescent wrenches were
labeled as positive and all other tools were labeled as negative, then double-ended
wrenches were labeled as positive and all others were labeled as negative, and so on. The
training set included 31 tool images that were randomly chosen from each of the three
image types. Then the remaining 32 images were used for the test set. We kept the
training and test sets completely independent to reduce bias in the error estimates.

We created multiple training sets by varying the number of positive and negative
examples, which are all taken from the original training set. After each concept was
learned by the system, it was used to retrieve the positive images from the test set.

3.3.2 Overhead, Precision, and Recall
The general objective of an information retrieval system is to minimize the overhead of a
user locating needed information. Overhead can be expressed as the time a user spends in
all of the steps leading to reading an item containing the needed information (e.g., query
generation, query execution, scanning results of the query to select items to read, reading
non-relevant items). The needed information is an item that contains the relevant
information. Under some circumstances, needed information can be defined as all
information that is in the system that relates to a user’s needs. The success of an
information retrieval system is based upon what information is needed and the
willingness of a user to accept overhead [14].

The two major measures commonly used with information retrieval systems are
precision and recall. When a user decides to issue a query looking for information on a
topic, the total database is logically divided into the four segments shown in figure 3-3.

Figure 3-3:  Four segments in an information retrieval system [14].

Relevant items are those documents that contain information that helps the searcher in
answering her/his question. Non-relevant items are those items that do not provide any
useful information. Precision and recall are defined as:
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           retrievedtotalNumber
relevantretrievedNumberprecision __

__= ,

and

       relevantpossibleNumber
relevantretrievedNumberrecall __

__= .

Precision measures one aspect of information retrieval overhead for a user with a
particular query. According to the definition of precision, we can see that if a search has
85 percent precision, then the 15 percent of the user effort is reviewing non-relevant
items (overhead). Recall shows how well a system retrieves the relevant items that the
user is interested in [14].

3.3.3 Exper imental Results
We will show the test results with a fixed test set and varying the number of training
examples. As indicated at the beginning of this chapter, the training set is independent of
the test set. There is no intersection between them. So we can say that our results are
unbiased.

Learning a concept takes only a few seconds by our system. The average run time
is 5 seconds. Figure 3-4 presents results of our experiments. When the number of positive
examples was varied, the number of negative examples was unchanged. Positive
examples are crescent wrenches and negative examples are all others. We can see that we
get perfect recall even with only one positive example. The precision of this experiment
is shown in figure 3-5. With 10 positive examples, the precision is 0.85 since we get two
non-relevant items retrieved. Both are double-ended, one is with a twisted side, and
another is with noise on a side. We also see that as the number of positive examples is
reduced, the precision increased. The reason behind this is with more positive examples,
the hypothesis box grows, which may increase the possibility of retrieving more negative
examples. We then put one positive example in the training set and varied the number of
negative examples.
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Figure 3-4: Relationship between the number of positive examples and system
recall. The number of negative examples is 21.
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Figure 3-5 Relationship between the number of positive example and system
precision. The number of negative example is 21.
 Figure 3-6 shows that if no negative example is given, the system will not be able

to do a good retrieval. We need to supply at least one negative example for the system to
learn the target concept (with only  positive examples, the system has no chance to learn).
Figure 3-6 shows the relationship between precision and number of negative examples.
The system has very good performance with 2 negative examples even if the test data
contains very vague examples.

Our next experiment is based on 1 positive example and 2 negative examples in
the training set. The recall is 100 percent and precision is 85 percent. We did a similar
experiment by setting hammer, double-ended wrenches to be the positive examples
respectively and all others are negative examples. The test results were very similar, even
with only 1 positive and 2 negative examples.
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We also did our experiment without filtering the noise, that is 63 examples with
976 instances. For hammers and crescent wrenches, the test results are better. For double-
ended wrenches, 3 negative examples were misclassified, one more than that of the
experiment with filter. We found out that all the hypothesis boxes just have a lower
bound and no upper bound at all on all features.  This is the reason for having one more
negative example retrieved. During all the experiment, we noticed that the feature of
number of blobs is less relevant. The compactness and elongation are very important.
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 Figure 3-6: Relationship between the number of negative examples and system
recall. The number of positive examples is 1.
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Figure 3-7: Relationship between the number of negative examples and system
precision. The number of positive examples is 1.



26

Chapter  4
Conclusion and future work

4.1 Conclusion
This project has presented a new application of multiple-instance learning to CBIR in a
tool image domain. Our results show that multiple-instance learning can be successfully
used in tool images retrieval. The recall of our system is 100 percent and the precision is
85 percent.  The system is very user-friendly and user-convenient since it only needs 1
positive and 2 negative examples to get good performance. Also, it is fast. The average
run time for a query is just 5 seconds with filter (we use a C++ program to eliminates the
instances whose bounding boxes have area less than 3x3). Our experimental results
without filtering show that our system is noise-tolerant. Another important advantage of
our system is that it has very good performance with rotation and scale.

4.2 Future Work
There are still many for extending our work to other application domains.

·   Natural scenes such as landscapes, mountains, rivers, and lakes is a domain we
should try in the future since in general, natural scenes are images that usually do
not have clearly defined edges or boundaries. This is a significant difference from
the black and white tool images. To retrieve images from natural scenes must be
more complicated.

·  Face recognition is another very interesting domain that should be tried. We fell
that it is similar to the tool-images and should not be so complicated as natural
scenes since we can easily find edges from a face image.

·  Medical images such as radiology and mammograms is very attractive too. If
successful, the system can be used for Computer-Aided Diagnosis.

·  On-line catalog (on-line shopping).
·  The multiple-instance learning algorithm that was developed by Goldman, Kwek,

and Scott learns a conjunction of axis-parallel boxes from the given examples [1].
We may be able to use fewer features than that of Auer’s and still expected good
performance.


